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AI / Data Science Cloud Platform

Produced by Tabor Custom Publishing 
in conjunction with:

GIGABTYE has collaborated with software partners InfinitiesSoft & Bigtera to create an 
integrated AI /Data Science Cloud platform, featuring machine learning in Kubernetes 

functionality to make complex deployments in AI, HPC and Big Data easier
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Introduction

In this data-driven age when data runs long, talent runs short, and change happens fast, 
many organizations are falling behind and finding it difficult to run complex workloads 
in HPC and Artificial Intelligence (AI). Yet the demands for such work are skyrocketing 

across industries, with no signs of slowing on the horizon. GIGABYTE’s AI / Data 
Science Cloud platform is designed to close those gaps and help organizations come 
up to speed quickly.

Private Cloud vs Public Cloud Infrastructure 

Cloud computing in its many forms offer several key benefits including scalability, instant 
provisioning, virtualized resources, and computing optimization. In addition, various cloud 
configurations – public, private and hybrid – often come with added features such as 
analytics and visualizations 

The upside of public clouds is primarily economy of scale. You get the benefit of reaping 
volume discounts while only paying for the amount of computing you actually use. That 
model works because you are sharing the costs of resources among many other users in 
a hosted environment.   

Downsides to using a public cloud include complicated pricing calculations, complexity of 
use, and inflexible services. The inability to customize a public cloud’s services is a major 
drawback. Certainly, you have a few options such as server types and spend alerts, but 
real customization controls simply aren’t on the menu.

Private clouds enable you to capture the same key benefits as public clouds, plus you 
gain the ability to highly customize servers and applications. Private clouds have the 
potential of added security too, since they are not shared environments. Costs are easier 
to determine as well. Private clouds can also be integrated with public clouds, called a 
hybrid cloud.
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Customization in the cloud is of increasing interest for many reasons. Among them 
is the recent increase in new privacy and security regulations that carry stiff penalties. 
One example is the European Union’s General Data Protection Regulation (GDPR) which 
requires organizations to know where data resides, and where it has traveled to and from, 
plus who has viewed it and how they used the data. Fines for noncompliance of GDPR can 
be €20 million or more. Having more control over the data in a private cloud helps guard 
against compliance errors. 

Further, the flexibility in private clouds enables the creation of niche clouds, which are 
clouds explicitly designed for specific workloads. Niche clouds come with specialized 
tools that help increase efficiencies, improve outcomes, and lower costs.

Cloud services tailored to a specific class of workloads offers the maximum in cost efficiency, 
workload optimization, security, compliance controls, and flexibility in customizable 
features, while also reducing costs over traditional on-premises data centers.  

The AI / Data Science Cloud platform is based on a private cloud (on premises 
infrastructure) that can be expanded to a hybrid cloud for allocation of additional resources 
(compute, storage and even GPU resources) during peak periods (“cloud bursting”) using 
an advanced cloud management platform for resource allocation.

https://ec.europa.eu/commission/priorities/justice-and-fundamental-rights/data-protection/2018-reform-eu-data-protection-rules_en
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AI / Data Science Cloud Platform Overview 

The AI / Data Science Cloud platform combines the following:

GIGABYTE Server Hardware for the underlying on-premises private cloud infrastructure;

InfinitiesSoft CloudFusion for the front-end management platform to dynamically 
allocate and schedule resources and to combine an on-premises private cloud together 
with public cloud services (AWS, Azure, Google Cloud, Ali-Cloud etc.) to create a hybrid 
cloud;

A customized OpenStack distribution for the virtualization layer to control nodes and 
resource pools of the on-premises private cloud;

A high-speed file storage system to provide data to the machine learning workloads 
running in Kubernetes or Singularity containers, the user can choose their own system 
such as Lustre or BeeGFS;

Bigtera VirtualStor™ Scaler for Software Defined Storage (SDS) which virtually 
aggregates, consolidate and optimizes storage resources, and provisions file storage, 
block storage and object storage that can fit all environments and applications.

Tenant A

Web Developer Big Data Analysis

Hardware Virtualization

DNN Training

Tenant B Tenant C

CPU GPU

Resource Orchestration

Service Interface

Bare metal

https://b2b.gigabyte.com/
https://www.infinitiessoft.com/cloudfusion.php
http://www.bigtera.com/
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How it Works
The cloud platform enables data science teams, developers, and IT teams to simplify and 
streamline workloads through a single system.

AI/ML capabilities are already integrated into this cloud so that users can focus on AI/
ML workloads and not on system maintenance, adjustment and deployment scheduling. 
The cloud reduces complexity and the learning curve for users to adopt and master 
Tensorflow, Caffe, and other deep learning tools.

Containers make it easier, more secure, and faster for developers to develop, scale, 
and deliver AI applications. They also make it easier for data scientists to work with AI. 
Both Docker + Kubernetes and Singularity are containers that can be used in this system. 
Singularity is lightweight and non-IP (HPC) based which is designed for a single user, and 
ideal for non-interactive batch jobs. By comparison, Kubernetes is heavyweight, IP-based 
and therefore allows multiple user connections, and ideally suited for interactive jobs.

Kubernetes is fast becoming essential to AI work and is a key feature of this cloud 
platform. It is the most popular container in machine learning workloads, as most scenarios 
are set up to run in Kubernetes containers due to its interactive mode capability. Because 
Kubernetes containers can be scheduled and managed throughout the life cycle, it’s also 
a favorite among developers and DevOps practitioners working with continuous release 
or continuous delivery application development processes. Machine learning developers 
also heavily favor Kubernetes for those same reasons.

Open source tools are increasingly becoming available on the market and further add 
appeal to using Kubernetes for data science work. For example, the Kubeflow open 
source tool enables teams to easily attach existing machine learning jobs to a cluster 
without having to do much in the way of adaptations or integrations.
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In short, the AI /Data Science Cloud Platform creates the perfect niche for users looking 
to quickly get up to speed in AI and machine learning and hit productivity levels on par with 
existing application development standards and scales.

Here an example of a DNN (Deep Neural Networks) training job being run in this 
cloud:

Data Flow:

 1. User uploads his data to either object storage or high-speed file system.

 2. If data is in object storage, then it will be put into high speed file system.

 3. Run the job inside the Kubernetes container where data is from step 2.

The Job Control Path:

 Step 1.    User sends job request through CloudFusion

 Step 2.    Upload data

 Step 3.    Job scheduler finds available resources for this job

 Step 4.    Job runs as scheduled and per resource availability
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How it is Built
Hardware Layer 

The hardware layer of the AI / Data Science Cloud consists of three main clusters:

 1. Cloud Service System Cluster (CPU Nodes Block)

 2. AI / High Performance Computing Cluster (GPU Nodes Block)

 3. Integrated Data Storage Cluster (Block & Object Storage + High-Speed Filesystem 
Block)

GPU nodes (Containers)

Public Cloud

CPU Nodes (VMs)

Super Fast Intranet

Ethernet (SDN)

Ultra Fast Interconnect

Block & Object Storage

High-end 
Filesystem
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The underlying physical infrastructure is based on GIGABYTE server hardware: 
H-Series, G-Series and S-Series servers. H-Series Servers are optimized for compute 
density by featuring 4 nodes in a 2U form factor server. G-Series Servers feature dense 
GPGPU capacity and are designed specifically for AI training, deep learning, and high 
performance computing (HPC) workloads. S-Series Servers are designed for high-
capacity storage workloads. Combined, these servers are ideal to build the infrastructure 
of an on-premises private cloud uniquely suited for AI and HPC with high availability and 
solid agility.

GPGPU servers such as GIGABYTE’s 4U G481-S80, G481-HA0 or 2U G291-280 or 
G291-281 make a powerful difference in AI workloads. The GPU is no longer a graphics 
chip, but a core component of machine learning. Advanced AI algorithms are distributed 
and thus parallel problems. GPGPUs are ideally suited for parallel computing and vastly 
speed up AI workloads accordingly.

H-Series G-Series S-Series

https://b2b.gigabyte.com/Density-Optimized/
https://b2b.gigabyte.com/High-Performance-Computing-System/
https://b2b.gigabyte.com/Storage-Server
https://b2b.gigabyte.com/High-Performance-Computing-System/G481-S80-rev-100
https://b2b.gigabyte.com/High-Performance-Computing-System/G481-HA0-rev-100
https://b2b.gigabyte.com/High-Performance-Computing-System/G291-280-rev-100
https://b2b.gigabyte.com/High-Performance-Computing-System/G291-281-rev-100
https://b2b.gigabyte.com/Density-Optimized/
https://b2b.gigabyte.com/High-Performance-Computing-System/
https://b2b.gigabyte.com/Storage-Server
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InfinitiesSoft CloudFusion Cloud Management Platform
The frontend management platform layer of the AI/Data Science Cloud is provided by 
InfinitiesSoft CloudFusion, which can support and integrate over 30 different private 
and public clouds. This gives users the option to build a hybrid cloud wherein they can 
join their private cloud to one or more public clouds and reap the benefits of all those 
cloud options. 

Users can easily add, drop or change any of their clouds. They can also use the easy-to-
understand visualizations on the dashboard to:

 1. Allocate resources and manage access,

 2. Evaluate and manage cloud data center CPU, memory,

 3. Manage storage resource utilization.

Further, a highly elastic open API interface enables developers to connect and integrate 
new cloud options as they appear on the horizon thus keeping your options open for 
future developments.
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A CloudFusion deployment for an AI / Data Science Cloud platform is designed with users 
(i.e. AI and data scientists) and administrators in mind with comprehensive functionalities 
packaged in 2 portals designated for their distinctive roles:

User Portal

When AI and data scientists (as users) login to the User Portal, they can instantly view 
resource usage through the dashboard. User Portal allows self-service by users for 
allocating virtual machine (CPU) and container (GPU) resources, selecting/mounting/
loading their required CPU, GPU, Memory, AI Frameworks (e.g. Tensorflow, NVCaffe, 
Caffe2, PyTorch, MXNet, CNTK,… etc.) and accessing any other resource information 
relating to their work. 

For use cases of interactive sessions, the system can automatically allocate data buckets 
to facilitate users to upload source training data for machine learning algorithms to produce 
post-training results (ML models). An object storage service is also provided to allow users 
to access bucket resources through the accesskeyid and accesskeysecret in S3 Tool.

A batch job mode is also supported to allow more advanced users to dispatch multiple 
model-training jobs without further human supervision. When it is found that computing 
resources needed for model-training are temporarily insufficient, a scheduling mechanism 
will initiate to automatically to put the jobs into a queue, so multiple jobs can be executed 
in parallel or when the next available computing resources become available, optimizing 
utilization for improved efficiency and to avoid leaving computing resources lying idle 
without minute-by-minute human interventions.

CLOUDFUSION USER PORTAL INTERFACE SCREENSHOT
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Administrator Portal

CloudFusion supports multi-tenancy. The administrator can define resource limits for 
each tenant and set user-accessible resource specifications, such as AI Framework, 
OpenStack Flavor configurations, and customizable pricing policies. Besides the private 
cloud platform incorporated within the AI / Data Science Cloud Platform, additional 
cloud platform resources can be integrated and managed under the hybrid/multi-cloud 
management capabilities of CloudFusion, including, but not limited to, resources from 
public clouds (e.g. AWS, Alicloud), and/or private clouds (e.g. OpenStack, VMware, 
Kubernetes), etc.

CLOUDFUSION ADMINISTRATOR PORTAL INTERFACE SCREENSHOT
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Customized OpenStack Distribution for Machine Learning 
The virtualization layer is used to control nodes and resource pools of the on-premises 
hardware infrastructure of the private cloud, and is delivered by a customized OpenStack 
distribution which includes capabilities for machine learning, by featuring integration 
with Kubernetes for automatic deployment of machine learning containers onto GPU 
servers for AI training.

This customized OpenStack distribution is administered and managed by InfinitiesSoft 
CloudFusion cloud management platform for resource allocation and scheduling, and is 
integrated with a software defined storage cluster using Bigtera VirtualStor™ Scaler.

On top of standard OpenStack features, this customized distribution also includes the 
following additions:

• OpenStack and Kubernetes integration: for automatic policy-based deployment 
of VMs and containers onto any compute node or Kubernetes worker node, through 
the user-friendly CloudFusion User Portal

• Tenant based isolation: OpenStack has an inherent architectural concept of tenant 
which is completely missing from Kubernetes

• Kubernetes master node clustering: to provide full HA and load balancing capability 
for Kubernetes

• NFS – Object Storage Gateway: to ease the migration of legacy software based on 
the NFS semantics/syntax towards the adoption of an object based storage system 
(VirtualStor™ Scaler)
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• Automatic deployment of DNN development environment: specifically, the 
customized OpenStack distribution automates the deployment of a DNN development 
environment (TensorFlow, Tensorboard, Caffe, Jupyter, DIGITS etc.) in the form of 
containers onto GPU enabled servers

• User authentication and authorization of DNN IDEs (Integrated Development 
Environment): the nature of DNN development/training is, unlike traditional HPC, 
interactive. For the security and integrity of the system, the customized OpenStack 
distribution provides mandatory authentication and authorization for users

• Integration with HPC job schedulers: unlike in the context of VMs and generic 
containers, containers for DNN training occupy GPU-enabled servers for acceleration 
and quicker iterations. Even so, each submitted job will still takes days or weeks for 
completing one iteration. The use of GPU servers comes at exorbitant costs. Thus, 
traditional job schedulers like SLURM or Univa Grid Engine are used for resource 
(storage and GPUs) management and schedulers to contain that expense.

• Extended monitoring of GPU resources: as resources are scarce and must be 
closely watched and managed, the realm and coverage of the PDCM (Physical Data 
Center Management, an omni-view module for full-stack monitoring of the health and 
status of HW, hosting OSes and hypervisors, OpenStack resources and services and 
even virtual machines) is expanded to the GPU-enabled servers for better resource 
utilization and increased availability.

In summary, these features free data scientists and data science teams from resource 
allocation, environment setup, container preparation duties or other integration and 
security woes, giving them more time instead to focus on the actual work of training 
machine learning algorithms. 
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Bigtera VirtualStor™ Scaler for Software Defined Storage (SDS) 
The AI / Data Science cloud platform integrates Bigtera VirtualStor™ Scaler as a 
Software Defined Storage cluster. A major advantage of VirtualStor™ Scaler is the ability 
to replicate or migrate data from public cloud storage to a private cloud object storage or 
NAS storage. The scale-out cluster created with VirtualStor™ Scaler allows for a pay-as-
you-go model capable of a variety of virtual storage options. 

Furthermore, VirtualStor™ Scaler can also consolidate legacy devices and seamlessly 
migrate old data with no downtime. Users can also specify storage type -- NAS, SAN, 
object storage -- and performance (IOPS and throughput) according to their requirements 
or preferences.

Bigtera VirtualStor™ Scaler includes the following features:

VirtualStor™ Scaler Architectural Overview

Amazon S3, WebDAV
OpenStack Cinder/Swift NFS / CIFS iSCSI / FC

Policy Management
(Distribution, QoS, Quota)

Monitoring /
Alert Reporting Multitenancy

Clone/CDP
Snapshot

Thin 
Provisioning 

Caching &
Tiering

Auto
Recovery

Remote 
Replication DR

Object
Distribution

Object
Replication

Object
Rebalance

Erasure
Coding

Server Site
Encryption

Data
Compression

Data
Deduplication

Clients

Interface

Management

Data Service

Distribution

Storage

Physical

VM VM VM VM VM VM VM VM

Scale-Out NAS

• Support
• File and Folder QoS (Quality of Services)
• Folder Quota
• Supports Active Directory

Scale-Out Volumes

• Thin Provisioning
• Volume snapshot and clone
• Volume expansion
• Volume shrink
• Volume QoS
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Management

• Restful API
• SSD life cycle prediction
• Performance monitoring
• SNMP support
• Supports up to 64 nodes
• Seamless data migration

Performance

• Caching/tiering
• RAM cluster buffering
• SSD caching

Data security

• Data replication, from 1 to 10 copies
• N+M erasure code
• Rack awareness
• Data recovery with QoS control
• Capacity prediction
• Data remote replication, supporting volume, snapshot, 

folder, and bucket. Also replication to public clouds such 
as AWS, Alicloud, Tencent Cloud, and Baidu Cloud

VIRTUALSTOR SCALER SCREENSHOT – DASHBOARD                                                                                                               
(Shows the overall status in health, usage, performance)
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VIRTUALSTOR SCALER SCREENSHOT – VIRTUAL STORAGE                                                                                                    
(Virtual Storages is one unique feature of VirtualStor Scalers. In one storage cluster you can provision multiple ‘Virtual 

Storages” to fit different application’s demands in performance, management policy, etc.)

VIRTUALSTOR SCALER SCREENSHOT – REMOTE REPLICATION                                                                                             
(VirtualStor Scaler supports remote replication to backup data to remote clusters or AWS)
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For Further Information 
For further information about how GIGABYTE, InfinitesSoft and Bigtera can help build 
an AI / Data Science enabled cloud platform for your organization, please call or email one 
of the following partners:

http://b2b.gigabyte.com 

https://www.gigabyte.com/
Contact 

server.grp@gigabyte.com 

https://www.infinitiessoft.com
http://www.bigtera.com/

contact.php

http://b2b.gigabyte.com 
https://www.gigabyte.com/Contact 
https://www.gigabyte.com/Contact 
mailto:server.grp%40gigabyte.com%20?subject=
https://www.infinitiessoft.com
http://www.bigtera.com/contact.php
http://www.bigtera.com/contact.php

